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Knowledge Representation of Rules: An Empirical Study

Abstract

This paper examines knowledge acquisition and representation of “if – then” rules and the linkage between the two.  It provides an empirical analysis of relationship between using different knowledge representations that are logically equivalent.  A priori, logically equivalent forms would be expected to result in gathering the same knowledge.  However, this paper does not substantiate that conclusion.  Instead, different logically equivalent representations used for knowledge elicitation can result in different orderings of probability of events.  As a result, elicitation and representation must be tightly linked.  In addition, this paper finds that groups of non-professionals can generate better orderings than individual professionals and non-professionals.  

1. Introduction

The relationship between knowledge elicitation (KE) and knowledge representation (KR), used to elicit that knowledge, is fundamental to the knowledge acquisition effort (KA) necessary for intelligent systems.  Typically knowledge is solicited using some knowledge representation (elicitation knowledge representation – “EKR,”) e.g., “if-then” rules.  In addition, that knowledge typically is represented logically in a system using some related knowledge representation (system knowledge representation – “SKR”).  

This paper provides an empirical analysis of relationship between using different knowledge representations that are logically equivalent, but not the same (e.g., "but" or "and"), focusing on “if … then rules,” to generate probability knowledge as part of EKR.  A priori, we would expect logically equivalent forms would result in the same knowledge.  However, this paper does not find that conclusion.  Instead, different logically equivalent representations used for knowledge elicitation can result in different orderings of probability of events.  Thus, what are apparently equivalent representations ultimately can generate different knowledge.  

This paper also provides an investigation as to the impact of using different tenses on knowledge elicited.  Presentation of events in different tenses (e.g., present vs. future) results in different representation of probability of events. Thus, soliciting knowledge needs to focus on the proper and consistent tense representation or probability evaluations are likely to be inconsistent.  

Finally, this paper investigates the impact of using groups versus using individuals as sources for knowledge.  In general, groups are better at using different, but logically equivalent representations.  Fewer differences in orderings of probability knowledge are found for groups than for individuals.  Thus, individuals, more than groups generate differences between logically equivalent representations.

These results are important for a number of reasons.  First, the lack of conformance between logically equivalent forms means that we must be very careful when soliciting knowledge, even when using logical equivalents.  Second, knowledge acquisition must be done very carefully, even down to ensuring that the appropriate tense is used, and is used on a consistent basis.  Third, the results suggest that if we can solicit information from groups, we should use those opportunities, since the results are likely to be more consistent if done by a group, rather than an individual.  In some cases, non expert groups out performed professional individuals.
In order to analyze these issues, an experiment was used to ask subjects to order the likelihood of different sets of events, some with equivalent knowledge representations, in the context of three cases.  In the experiment, subjects were asked to perform that analysis using either events framed in the present or future tense.  In some cases, subjects were put into groups, while other subjects were not in groups, but were responsible for completing the analysis themselves.  

This paper proceeds as follows.  Section 2 reviews some previous research.  Section 3 summarizes some issues in knowledge elicitation and representation for this paper and summarizes background concepts for tense and for individual versus group knowledge elicitation.  Section 4 develops the hypotheses.  Section 5 discusses the empirical study.  Section 6 summarizes the results.  Section 7 provides a brief summary and discusses extensions.

2. Previous Research 

There has been substantial research of the impact of expertise and groups on probability assessments and other judgments, per se.  A number of these observations are summarized in Jorgensen (2004).
Kahneman and Tversky (1983) were pioneers in this area, generating research on probability rankings that led to much other research.  Other researchers also played an active role of extending their results.  Some researchers focused on improving expert judgment, for example, using statistical models as a replacement (Wright and Ayton 1987).
Bolger and Wright (1994) and more recently Wright (2002) argued that for expertise to be of real use it should result in measurable and improved performance of experts over that of non experts.  However, they also argued that judgment would be superior only in those domains where there was greater expertise.  They did that in a context of assessing forecasting and predictive situations.  This research supports those findings.
Unfortunately, even expert estimates can be biased by the introduction irrelevant or conflicting information that often drives so-called real world settings and decisions.  As an example, in this paper, language tense of the presentation influences the findings. 
However, in real world settings individuals rarely work alone (e.g., Jorgensen 2004).  Accordingly, there are a number of ways that information in groups can be combined.  For example, the expert with the best estimate on some previous task could be chosen (Ringquest and Tang 1987), an average or some other combination of the estimates of individual members of a group could be used (Host and Wohlin 1997), or the well-documented Delphi process could be used (Rowe and Wright 1996, Rowe and Wright 1999).  This research extends it so that the group must make a single decision, without a formal promulgated approach.

Finally, although systems have been built to facilitate judgments, most of this research has taken place independent of knowledge-based systems.  As a result, although some researchers have considered eliciting knowledge for systems (e.g., Wright and Ayton 1987), there are few direct linkages with knowledge-based systems and knowledge representation.  Instead, the research has taken place in specific decision making contexts such as software development (Jorgensen 2004) and weather forecasting (Rowe and Wright 1996).

3. Knowledge Elicitation, Knowledge Representation, Tense and Knowledge Sets

This section of the paper provides a brief background summary of some of the key issues discussed in this paper.

3.1 Relationships Between EKR and KRR

There are at least two possible relationships between knowledge represented in the elicitation process (EKR) and knowledge represented in the system (SKR).  The KE effort may be done using a direct match with EKR and SKR.  For example, an "if‑then" rule‑based system approach may be used for both EKR and SKR.  If rules are needed for the knowledge representation, then, e.g., rules may be presented to the experts to ensure the proper knowledge has been elicited or rules may be used to directly gather probability information about the relationship captured in the rules.  This approach assumes that since rule knowledge is necessary for the computer program representation, the knowledge should be elicited in that form.

Alternatively, different approaches may be used for EKR and for SKR.  Rules might be seen as “stiff” and difficult to explain. Further, variation is the norm in normal human communication, which is inevitably a part of knowledge elicitation.  As a result, knowledge elicitation is likely to generate multiple frames in an effort to solicit knowledge.  For example, the system builder may represent rule‑based knowledge such as "if A then B to what likelihood" rules using a KE approach such as "given A, what is the likelihood of B," since the two are equivalent from a probability perspective.  This paper finds that using an approach for EKR that is different than SKR potentially can result in lost or incorrect knowledge.   

3.2 Scope: Knowledge Representations

Since one of the dominant forms of knowledge representation has been "if‑then" rules, one of the primary concerns in this paper is with rules.  In addition, since probability theory offers a normative comparison basis, the focus of this paper is on analysis of probabilistic thinking in the KE and KR processes.

Thus, this paper is specifically concerned with the impact of capturing probability information about rules using either "if‑then" rule representations or an alternative approach for KE purposes. In particular, this paper analyzes the extent to which "if‑then" and "given" elicit the same likelihood ordering.  Some researchers have investigated probabilities and “if-then” rules (e.g., Wright and Ayton 1987).  However, this paper presents empirical evidence that indicates that the probability attributed to events couched as "if‑then" and "given" are not evaluated as the same.  This is in contrast to probability theory, which would indicate that the conditional probabilities associated with the two sets of statements should be the same.

In addition, a closely related issue is the conjunctive construction of rules for the same comparative KE and KR.  In particular, with the construction of conjunctive rules, the typical terminology employs the term "and" in order to join multiple components in a single rule.  Yet EKR may make use of other terminology, such as "but" as part of the KA process.  This paper presents empirical evidence that subjects do not always view those representations as having the same meaning.  Event sets joined with "and" and "but" were ranked with different probability likelihoods.

As a result, these findings lead us to conclude that probability knowledge should be obtained using a set of language that matches EKR and SKR.   Even logically equivalent variations in language can impact the probability attributed to event sets. 

3.3 Tense

In addition, the placement in time of the events might also influence knowledge in the form of probability assessments. Using the future tense might translate into greater uncertainty of some events since they have not yet occurred.  In addition, tense can impact the way a subject frames the problem.  Language set in the past tense can suggest a specific set of events that has been experienced, thus, influencing the subject's probability judgment.    

For example, one approach to gathering knowledge might focus on the future, “what is the probability that xxxx will win the match, given that xxxx will lose the first set?” 

Alternatively, the approach could focus on the present, “what is the probability that xxx wins the first match, given that they lose the first set?”  Does soliciting knowledge in present or future tense make a difference in knowledge of probabilities?

The research summarized here found that tense made a difference in probability likelihood orderings.

3.4 Students vs. Professionals (Experts)
There is a substantial literature that suggests that knowledge generated from experts is more likely to be correct than knowledge from less expert personnel (e.g., Kneale (1988) and Kelly et al. (1987)), such as students, and this research does not find contrary to those findings.  In particular, we would expect that experts are more knowledgeable in their particular area of expertise.  This paper finds that professionals make fewer errors, than students, in the analysis of problems in their domains of expertise, consistent with that literature.

3.5 Groups, Individuals and “Knowledge Sets”

The notion of “knowledge sets” (the terminology used here to capture the notion of a person’s or group’s knowledge base) argues that individuals have a knowledge base, developed from past experience, education, etc. (e.g., Simon (1981) and Lenat and Guha (1990)).  That knowledge guides their solution generating processes.  Subjects carry their knowledge from situation to situation. As is often argued, knowledge changes as experience and education changes.  As the knowledge changes, the “knowledge set” changes.

The knowledge sets of the group and the individuals in the group are closely related.  Conceivably, if one member knows something then the entire group will have access to that knowledge.  The existence of an “expert” or someone knowledgeable about a particular issue allows the group to use that person’s knowledge to solve the particular problem.

In general, it is assumed that the knowledge set of the group is limited, to the union of the knowledge sets of the group members.  For discussion purposes, assume that the knowledge of individual i can be written as KS(i) = (k(i,1), ..., k(i,m)), where k(i,j) is some subset of knowledge, for individual i.  For a group of individuals a and b, the group knowledge set would be KSg(a,b) = (k(a,1), ..., k(a,m), k(b,1), ..., k(b,m)).  If the group is making judgments, then only one member may need to understand the issue in order for the group to generate a correct solution.

The notion of knowledge sets has received much application in artificial intelligence (e.g., Simon (1981) and Lenat and Guha (1990)).  In addition, it is not unusual for the developers of computer systems (e.g., decision support systems and expert systems) to assume that that the use of a computer program will increase the knowledge set of the user.  Effectively, those developers assume that the augmented human and computer system can function with a knowledge set limited only by the union of the two knowledge sets.

4. Hypotheses

This section uses the background information provided in the previous section to generate the hypothesis to be analyzed.  

4.1 Probability Theory Hypotheses

Probability theory suggests that the intersection of two events be called "A and B," while the event A conditional on B, be called "A given B."  However, there are other language representations of those sets of events.  For example, in the development of expert systems, typically, the terminology "if ‑ then" is used to capture rules.  Further, in the development of decision trees, the sequential and conditional nature of the trees is typically characterized using the terminology "If A then B" (von Winterfeldt and Edwards (1986)).  In addition, to represent the intersection of two events, the term "but" has been used in experiments in cognitive science (e.g., Tversky and Kahneman (1983)).  Thus, if subjects follow normative theory, we would have the following null hypotheses:

Hypothesis 1: Subjects will order the probability of conditional events represented by "if‑then" and "given" at the same level.

Hypothesis 2: Subjects will order the probability of the intersection of events represented by "and" and "but" at the same level.

4.2 Language Tense

Language tense could also impact the assessed probability relationships between sets of events.  For example, possibly there can be confusion over information presented in the present tense, when compared to the future tense.   This leads to the following hypothesis, in null form.

Hypothesis 3: Subjects will order probabilities of events represented in the future tense at the same level as those in the present tense.

4.3 Students vs. Experts

When students are compared to professionals, in the analysis of cases in the professional’s sphere of expertise, we would expect that format (e.g., “If – then” vs, “Given”) would not have as much an impact for professionals.  Instead, we would expect professionals to be more likely to treat logically equivalent formats as equivalent, for those problems in which they are more expert.  As a result, we have the following hypothesis in null form.

Hypothesis 4: For the business cases, the professionals and students will perform at the same levels.

4.4 Individual vs. Groups

Since groups will have an expanded “knowledge set,” we would expect groups to make fewer errors. According to the knowledge set theory, all it would take would be one person in the group to get the “right” order of events and then the group would have access to that knowledge.   In null form, the hypothesis can be stated as follows:

Hypothesis 5: Groups and individuals will perform at the same level.

5. Experiment and Methodology

In order to test the relationship between knowledge elicited and knowledge representation, an empirical study was developed.  A questionnaire, with three case studies (one non-business and two business), was designed to determine the extent to which subjects considered "if‑then" the same as "given," and "and" the same as "but."  In addition, the questionnaire was placed in two different formats, one future tense and the other present tense.  Finally, the questionnaire was administered to students, professionals and groups of students.

5.1 Likelihoods

Subjects were asked to rank likelihoods of events because normative solutions existed for those likelihoods.  As a result, we could assess the impact of knowledge elicitation representation and not be concerned that there existed a “better” answer than the one generated by a group of subjects or by the experimenter.

5.2 Subjects

Four groups of subjects were used to investigate the hypotheses.  The first two groups of subjects, denoted S were students (n=52 and 50).  These students were undergraduate majors in business, at a large university in the United States.  Each of these subjects was given a questionnaire to complete.  Each of the student subjects completed the questionnaire in a class setting.  

The third group of subjects, denoted P were professionals from a Big four professional services firm in the United States (n=25).  It was requested that 20 to 40 subjects complete the questionnaire.

The fourth group of subjects were students, that were used to generate three person groups, that are designated as “G.”  These students were different than the other students (n=17, for a total of 51 students).  Each set of groups received and completed a single questionnaire.

5.3 Questionnaires
In order to determine the probability that subjects attribute to particular representations, subjects were given three cases and multiple statements about events in those case.  The subjects were then asked to rank the statements, from most likely to least likely, where a 1 was attributed to the most likely. The instrument was modeled after the experiment design in Tversky and Kahneman (1983).

5.4 Cases

Three cases were used in the development of the questionnaire.  The first case involved the analysis of a tennis scenario, as discussed above, and similar to that used by Tversky and Kahneman (1983).  The second and third cases were designed to have students and professionals use knowledge from their areas of expertise.  One case involved a company with financial problems and the other case concerned “management control systems,” a major concern of professional service firms.  These last two cases were specific to the domain and the first one was independent of the domain of expertise, to investigate whether domain expertise made a difference.  Professionals likely will have greater expertise in the two business cases. 
5.5 Event Sets

The set of events for each scenario was developed as follows.  Two events A and B were each established as part of the event sets.  Then other events were placed in the event set.  These included (A/\B) (with both "and" and "but" used to represent the intersection), (A|B) (with both "if‑then" and "given"), and other events.

As an example, in one case, "A" could be "Agassi will win the match," while "B" could be "Agassi will lose the first set."  Thus, another element in the event set could be "Given that Agassi loses the first set, he will win the match."

5.6 Tense

In order to test the impact of tense (present or future) two separate versions of the questionnaire were developed.  The two different questionnaires were each given to different groups of subjects.  Subject groups saw either the present tense version or the future tense version, but not both.

5.7 Measurement of Outcome: Violation

The responses of the subjects were investigated to determine if the subjects treated the sets of events "If A then B" and "Given A, B," as equal, and the sets "A and B" and "A, but B" as equal.  If a subject did not rank a pair equally, then that was treated as a "violation" of probability theory. This allowed us to compute "violation rates" (similar to "failure rates") associated with different cases, different tenses and with different groups of subjects.  Those violation rates could then be compared to see if there were differences based on tense, level of expertise, logical representation, or individual versus group.

This measurement approach differs from much previous research.  By counting “violations” as to what the correct order should be we can establish detailed relationships between the various statements that were ranked.

5.8 Implementation of Hypotheses

Using the information in this section, the hypotheses of section 3 were implemented as follows:

Hypothesis 1’: Subjects will order the probability of conditional events represented by "if‑then" and "given" correctly with no violations.

Hypothesis 2’: Subjects will order the probability of the intersection of events represented by "and" and "but" correctly with no violations.

Hypothesis 3’: Subjects will order probabilities of events represented in the future tense and in the present tense with the same violation percentage for each tense.

Hypothesis 4’: For cases 2 and 3, the professionals and students will have the same violation percentage.

Hypothesis 5’: Student groups and individuals will have the same violation percentage.

5.9 Statistical Evaluation of Hypotheses

For each of the hypotheses, the percentage of violations was developed for the set of pairs in the hypotheses, across subjects.  For example in hypothesis 5, violation percentages were calculated for both groups and individuals for each case and for each of “If – then,” and “Given.”  Then a test of a “difference of proportions” was used to evaluate the pairs of proportions.  This test results in a “z statistic” that was used to determine statistical significance of the difference between two violation rates.  In particular, the test is used to determine if for two violation rates, say p1 and p2, p1 - p2 = 0.

6. Findings

The results are summarized in tables 1 and 2.

6.1 "If ‑ Then" vs. "Given" (Hypothesis 1’)

Student subjects exhibited violation rates of 42% to 71%. Professional subjects from the Bix Four Firm experienced violation rates of 36% to 64%.  Although the students experienced higher violation rates, both groups exhibited substantial violations.  In the case of the students and professionals for all cases and tenses, we reject the hypothesis at better than 0.001.  Subjects apparently differentiate between “if-then” and “given” in their ranking of likelihoods of events.  Format of EKR makes a difference in rankings.
6.2 "But" vs. "And" (Hypothesis 2’)

Student subjects experienced violation rates of 50% to 81%.  Professional subjects experienced violation rates of 20% to 40%.   Students had a violation rate significantly greater than the professionals.  In the case of the students and professionals for all cases and tenses, we reject the hypothesis at better than 0.001 and 0.01, respectively.  Subjects apparently differentiate between “but” and “and” in their likelihoods of events.

6.3 Impact of Tense (Hypothesis 3’)

The tense, whether future or present, used to elicit knowledge can have an impact on the knowledge elicited.  Tense was found to be statistically significant on the number of violation errors made by subjects in the comparison of both "if‑then" and "given" and a comparison of "and" and "but."  

For the case of “If-then” and “Given,” the results indicate that we 

· Cannot reject the hypothesis for cases 1 and 2 for both students and professionals.

· Can reject the hypothesis that tense does not make a difference for case 3 for students (at better than 0.08) and professionals (at better than 0.03).

For the case of “But” and “And,” the results indicate that we 

· Cannot reject the hypothesis for cases 1 and 2 for students and 1, 2 and 3 for professionals

· Can reject the hypothesis that tense does not make a difference for case 3 for students (at better than 0.001)

Tense can make a difference in the error rate of ordering likelihoods in the case of both student and professional subjects.  As a result, in the knowledge elicitation process or in the knowledge represented in, e.g., rules, that the tense can have a major impact.

6.4 Professional vs. Students (Hypothesis 4’)

Using violation percentage as a guide, professionals outperformed students in each of cases 2 and 3, the business cases, where they have increased experience, as seen in table 1.  As a result, this suggests that domain and domain understanding influences the violation percentage for ordering likelihoods of events.   Seven of the eight situations were significantly different at the .07 level or better, with five significantly different at the .05 level or better, as seen below.



(“If – Then,” “Given”)                         (“And,” “But”)

Case 2 (Future)
             0.04                                                  0.03

Case 3 (Future)
             ----                                                   0.07

Case 2 (Present)
             0.03                                                  0.06

Case 3 (Present)
             0.05                                                  0.001

As a result, professionals apparently differentiate themselves from the students in the quality of analysis of problems in their domain.  This is consistent with previous research, e.g., Bolger and Wright (1994).
6.5 Individuals Vs. Groups (Hypothesis 5’)

In all but one experimental setting it was found that student groups outperformed student individuals.  In particular, the results indicate that we can reject the hypothesis of no difference at the following levels


(“If – Then,” “Given”)                                    (“And,” “But”)

Case 1

     0.05                                                  0.02

Case 2 

     0.001                                                0.01

Case 3

     ----                                                   0.001

Groups apparently provide a strong basis for estimation of relative likelihoods.

Although we have no a priori rationale to predict an outcome, the results also provide the opportunity to compare the performance of the student groups to the individual professionals.  Below we list violation percentages of professionals and then student groups, respectively.  If we focus on the two business cases, cases 2 and 3, we see that for case 2 the students groups had fewer violations than the professionals, and the opposite for case 3.  Accordingly, for some cases, student groups out perform individual professionals.

(“If – Then,” “Given”)                                    (“And,” “But”)

Case 1

     60% vs. 18%
24%
vs. 23%

Case 2 

     44% vs. 23%
40%
vs. 23%

Case 3

     35% vs. 47%
20%
vs. 29%

7. Extensions and Summary

This section briefly discusses some extensions and provides a summary of the paper’s results.

7.1 Extensions

The results presented here can be extended to other language issues.  For example, we focused on the relationship between present and future tense for ranking probability information. The results could be extended to include a comparison that includes past tense.

In addition, the results can be extended to other sets of subjects.  For example, individual data was gathered from both students and professionals.  However, group data was gathered only from students.  Future research could focus on professionals in groups.

Further, the results can be extended to other probability terms, such as “or.”  For example, studies might focus on the impact of using “either” and “or.”  Finally, this paper focused on probability knowledge.  Future research could focus on qualitative or alternative quantitative settings.

7.2 Summary

Knowledge representations used in the knowledge elicitation process may differ from those ultimately used in the development of a system, or knowledge elicitation may employ multiple, but logically equivalent formats.  This research indicates that if probability knowledge is solicited using multiple approaches then the two are likely to result in different probability information being solicited.

The violation rates found in this research indicate that there is likely to be a difference in the probability attributed to the same set of events using different knowledge representations.  Subjects attributed different likelihood rankings to "if‑then," as opposed to "given."  In addition, subjects also attributed different likelihood rankings to "and" and "but."  As result, the probabilities elicited with rules in one format are different that the probabilities of rules elicited in another format.  Further, tense was found to make a difference in the number of violations in rankings.

In addition, as was expected, professionals as sources of knowledge provided fewer errors than students, in problems in their area of expertise.  However, there were still a material number of errors.  The fewer errors did not carry over to a general setting, the case 1, “tennis.”  As would be expected, domain expertise makes a difference in the domain.

In addition, groups also make a difference in being able to provide better probability information, by not making mistakes that confuse “if … then …” and “given” or “but” and “and.”  If professional expertise is not available, groups provide an important ability to generate good solutions.
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Table 1
Panel A: Comparison of "If‑then" and "Given"* &

Type
Case
Tense
N 
Violation % 
S
 1
  F
52
44%

S
 1
  P
50
42%

S
 2
  F
52
62%

S
 2
  P
50
68%

S
 3
  F
51
71%

S
 3
  P
49
57%

P
 1
  F
25
48%

P
 1
  P
25
60%

P
 2
  F
25
40%

P
 2
  P
25
44%

P
 3
  F
25
64%

P
 3
  P
25
36%

Panel B: Comparison of "But" and "And"@

Type
Case
Tense
N
Violation %
S
 1
  F
52
56%

S
 1
  P
50
54%

S
 2
  F
52
56%

S
 2
  P
50
60%

S
 3
  F
52
50%

S
 3
  P
50
81%

P
 1
  F
25
36%

P
 1
  P
25
24%

P
 2
  F
25
32%

P
 2
  P
25
40%

P
 3
  F
25
32%

P
 3
  P
25
20%

* S stands for students, P stands for professionals, F stands for future and P stands for present.

& A violation is said to occur if statements representing (A|B) using "If‑Then" and "Given" are not ranked the same.

@ A violation is said to occur if statements representing (A/\B) using "and" and "but" are not ranked equally.

Table 2

Comparison of "If‑then" and "Given"* &

Type
Case
Tense
N
Violation %
G
 1
  P
17
18%

G
 2
  P
17
23%

G
 3
  P
17
47%

Comparison of "But" and "And"@

Type
Case
Tense
N
Violation %
G
 1
  P
17
23%

G
 2
  P
17
23%

G
 3
  P
17
29%

* G stands for groups.

& A violation is said to occur if statements representing (A|B) using "If‑Then" and "Given" are not ranked the same.

@ A violation is said to occur if statements representing (A/\B) using "and" and "but" are not ranked equally.
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